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Abstract—The observation of current trends in data access,
especially in the field of scientific computations, shows that
global data access that crosses federation boundaries is highly
desirable. However, administrative constraints require that data
centers remain autonomous, which effectively eliminates the
possibility of cooperation. To overcome this, we plan to establish
an open network of cooperating data providers. In this paper,
we address the issue of data access control for such network.
Our proposition is to use a synergy of hybrid peer-to-peer archi-
tecture, decentralized identity and access management, metadata
synchronization protocol and trust driven authorization flow. The
proposed solution is discussed using real-life use-cases concerning
cross-federation data access.

Index Terms—trust, data access control, decentralized system,
distributed file system

I. INTRODUCTION

In the era of clouds, grids, file sharing networks and
giant data repositories, the notion of data access is con-
stantly evolving. Current trends are pushing the boundaries
towards globalization and ubiquitous access. Apart from the
convenience for everyday users, achieving global data access
can have very positive implications for the scientific world.
Powerful supercomputers are commonly used by scientists
to solve problems in various fields, but they are becoming
insufficient with the growth of data volumes and complexity
of problems. These days, interdisciplinary teams of scientists
create consortia that span over multiple organizations, often
reaching across different federations or political divisions.
With collective effort, they try to tackle the biggest problems,
embracing the eScience [1] methodologies.

These trends create demand for new data access solutions
that would enable cooperation between multiple autonomous
institutions. Essentially, it can be perceived as creating an
open, global network of independent data providers that sat-
isfies the following requirements and constraints:

1) effective data access: despite the geographical distribu-
tion of data,

2) cross-border collaboration: outreaching federations,
3) data sharing: user-friendly and ensuring security,
4) network openness: for data providers or users to join,
5) security: openness must not endanger the security of

files and sensitive data stored in data providers,
6) autonomy of data providers: should be retained, hence

a central authority is unacceptable,

7) inherent lack of trust: between data providers,
8) existing hierarchies: such as federations, should be

reflected.
There are numerous problems that need to be addressed

to create a global data access system fulfilling those criteria.
In this paper, we focus on data access control. It means in
essence, the ability of data providers to decide who is entitled
to read or modify certain data sets. However, given that the
discussed system is open and distributed on a large scale, the
problem of data access control becomes a challenge, with the
following aspects that need to be taken into account.

A. Identification and Authentication

The system should be able to establish the identity of every
actor in the system (identification) and verify it (authentic-
ation) [2]. The actors (users or data providers) should be
uniformly represented and globally identifiable. Consequently,
each user should have a single account in the system and data
providers should be able to discover information required to
handle these accounts. This ensures that the users have unified
view on their data no matter which data provider they use,
and that user collaboration on global scale is possible. The
information about the actors should be shared between parties
realizing data access and should carry all required information
to provide such services. The users should be able to log
into the system through different organizations using the same
account and merge their existing accounts into one. The whole
concept is untrivial when there is no central authority.

B. Metadata synchronization

The data providers should possess certain knowledge about
the environment, expressed in the form of descriptive metadata
providing information about users, groups, data sets and data
providers. The metadata allows for global identification of
these entities, describes them and expresses relations between
them, e.g.:

• user - id, name and login
• group - id, name, members and their privileges
• data set - id, name, maintaining data providers
• data provider - id, name, maintained data sets, operating

users and groups
This knowledge is necessary to make data access decisions

on the lowest level, e.g. when the POSIX file access is realized.
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Unfortunately, it is spread across the whole network of data
providers, where each one of them handles a certain subset of
the metadata. There should be a mechanism to enable metadata
synchronization between data providers, with guarantee that
the security of sensitive information is not compromised. Not-
ably, maintaining consistency is problematic as the metadata
is vastly scattered, and can be updated concurrently within
different data providers.

C. Metadata discovery

Another non-trivial problem is discovering where certain
environment metadata is located. For instance, whenever a user
visits a new data provider, it has to learn what is his/her origin
to collect all required metadata. Adequate mechanisms should
be incorporated in the solution.

D. Decentralized AAI 1

To ensure cooperation between autonomous data providers
that do not trust each other, there can be no central point of
authority. Ideally, every provider should be able to oversee its
data sets and environment metadata and decide when it can be
released. It is acceptable to organize the providers into groups,
where every group has a common center of authority, but in
any case the decentralization must be maintained.

E. Trust

Trust is the foundation of security in decentralized environ-
ments. Given the openness of discussed system, trust between
actors should be defined clearly and explicitly. [3], ”Formally,
the overall trust concept means secure willingness to depend
on a trustee because of that trustee’s perceived characteristics”.
In terms of data access, the users should be able to freely
choose data providers that they trust to handle their data, and
the data providers should allow only trusted users to use their
infrastructures.

F. Authority Delegation

Authority delegation allows the users to pass their
authorization to other actors that can perform operations on
their behalf. It is required to satisfy the requirements of unified
and transparent data access as well as collaboration across
many data providers. Authority delegation is strongly
interconnected with trust between actors. To verify
authorization within the context of specific request, the
requested party must be aware of the extent of trust between
actors.

To justify the above postulates, we have chosen a cross-
sectional use case based on requirements observed in scientific
projects spanned across multiple data centers (see Fig. 1).

Alice and Bob are acquainted scientists of the same field,
and they agree to cooperate on a novel research that requires a
lot of storage space and computational resources. They origin-
ate from different universities, which offer them computational
grants on their infrastructures (A and B). Bob and Alice know
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Figure 1. Cross-datacenter cooperation

that if they combine the power granted to them by both data
centers, it will be sufficient for their research. However, their
universities are not federated, and there is not trust between
them from the administrative point of view. It is impossible
to span any network filesystem between them. What is more,
Alice is not recognized as a user of Data center B, and vice
versa. The storage systems offered are different, with various
access methods and authorization procedures. Eventually, Bob
and Alice must go to great lengths to share data, using some
third party services and replicating the data manually, and the
overhead of managing the data is very involving and impairs
their research. Alice and Bob wish that there was some another
way. Ideal solution would be to distribute the dataset between
the data centers, keep it synchronized and allow the both to
access it in whichever data center.

In this paper we, propose a concept of data access control
fitted to environments with many data providers. It is based
on an open P2P network, where the data providers retain their
autonomy. Authorization and information flow in the network
is driven by the trust between actors of the system, which can
securely overcome the lack of trust between data providers.

II. RELATED WORK

Considering the aforementioned requirements, we invest-
igated three main areas for existing solutions: Data Access
Control, Decentralized metadata storage and Decentralized
AAI.

A. Data Access Control

Most file systems widely used in production deployments
are designed to serve a single organization. Some of them
support multiple realms on the condition that there is an
agreement between them, or a central authority, as described
in [4]. However, to achieve cooperation in an environment
without trust, where the data providers are independent, they
must operate in a decentralized, P2P manner. We have ex-
amined access control solutions used in such environments
that showed potential to be adopted for our use. They can be
categorized into several groups.

1) Trust models: Many authors have investigated the idea of
data access control based on trust models. One of them, widely
used in access control, is called credential-based trust. Trust is
established by verifying credentials (that show the qualification
or status of an actor), and once trust is established, access is
granted based on pre-defined policies [5].



Another type are trust models based on reputation. The
essence is to create a mathematical model of trust, where
reputation can be calculated and expressed as a value (e.g.
between 0 and 1). Data access control decisions are made
based on a reputation of certain actors in the system. For
example, general lack of trust towards cloud providers was
a motivation to create [6], where trust is evaluated by the
data owner and/or feedback from reputation centers and used
to verify access rights data, which remains safely encrypted.
Albuquerque et al. [7] have proposed a model for calculating
trust towards groups and thus complemented other solutions
that focus on individual actors. Some works advocate that both
trust and risk should be measured to improve the decision
accuracy [8]. The next example worth mentioning is AS3

[9], where authors focus on secret sharing between users to
maximize document retrievability and confidentiality of shared
data based on trust measured for involved storage servers.

Trust models are employed extensively in mobile networks,
where lack of central authority is inherent [10], [11]. While
the applications are different from data access systems, the
essence of building trust models is similar.

While reputation-based trust appears very appealing, it has
some disadvantages. Firstly, they are hard to validate. Typic-
ally it is done using simulations, there were also propositions
for more complex procedures, such as validation against real
world data sets [12]. Nevertheless, the more complex the
model, the greater the chance that it will be unfit to practical
applications. Moreover, they often require a reputation center
(one or several), agreed upon by everyone. Trust measurements
are better with time, but this means that in a new environment
or with newcomers appearing, the trust can be more non-
deterministic. Finally, such models cannot offer a complete
certainty of data security, instead they can only maximize it.

2) Trust Management: Originally proposed by Blaze et
al. in [13], Trust Management is an alternative to traditional
authentication & authorization access control or ACLs. Access
control decision is made based on local security policies
and credentials of the requester - if the request complies
with policies, it is accepted. This allows to create systems
where clients do not have be authenticated by the server
as long as they prove entitlement to given resource. This
approach has been used in several fields such as networking
or micropayments [14]. Despite its strong advantages such as
expressiveness and elasticity of security policies, it might not
be a good choice for a data access system, where identity of
users and ACLs play a vital role.

3) Provenance based access control: Attempts have been
made to use provenance data to support access control de-
cisions, i.e. knowledge of the data origin and its location over
the lifecycle. Park et al. [15] propose a formalized base model
for provenance-based access control. In another article [16],
a Provenance Tracking Network is proposed, which is fully
decentralized and comprised of peer servers that collect data
usage logs. The authors show that such solution could be used
for controlling access to healthcare data.

In the context of large scale, decentralized data access sys-

tems the provenance-based approach has some pitfalls. One of
the most problematic issue is safely collecting and distributing
the ever-changing provenance data across the system. Besides,
while it is generally beneficial in increasing overall security
[17], provenance based approach alone is not sufficient to
achieve fine-grained data access control.

4) Blockchain based access control: Blockchain techno-
logy becomes a natural candidate when decentralized, P2P sys-
tems are considered. There have already been several proposi-
tions of incorporating access control policies as transactions in
a distributed ledger, providing innate support for transferring
capabilities between actors, e.g. [18]–[20]. Most of them touch
the field of the Internet of Things with perspectives be used
there, but they are not fit for data access scenarios. Blockchain
has certain disadvantages that must be taken into account,
including: lack of privacy, low scalability, wasted resources,
redundancy, possible attacks [21], [22]. Some of them can
be mitigated, but still building a new trustworthy blockchain
ledger requires time and resources, and using existing ones
imposes limitations.

5) P2P file sharing: There are many P2P platforms for
global file sharing which are commonly used. Some of them
are completely open, where data can be accessed by anyone
(e.g. BitTorrent [23], eDonkey [24]), and some offer to restrict
the access to shared data (e.g. Resilio Sync [25]). Nevertheless,
such solutions cannot be employed for cooperation between
data centers. The reasons are, among others: complicated ad-
ministration, problematic on-the-fly synchronization of whole
data collections or insufficient data access control mechanisms.

6) Miscellaneous: There are some ideas to realize data
access control outside of mainstream approaches. For instance,
Trabelsi and Sendor propose to overcome the lack of trust in
Clouds using a security service called SPACE [26], however
this is a centralized service with the scope of a single Cloud.

In [27], the main focus is put on delegating access rights to
resources with ensured privacy from the data provider point
of view. This is done using a privacy model based on policies
that can be set by data providers. The model is restricted to
single-step delegation, where receiving party cannot delegate
the rights further.

B. Decentralized metadata storage

As mentioned before, desired solution must take into ac-
count that environment metadata is scattered across all data
providers, must be synchronized and discoverable. Again,
blockchain appears to be ideal, nevertheless it is effectively
eliminated by its pitfalls concerning data security and privacy,
especially that environment metadata is sensitive.

Another decentralized technology is Distributed Hash
Tables (DHT). In our previous works we investigated Ka-
demlia as a candidate for location service that would ensure
discoverability or metadata [28]. We were able to minimize,
but not eliminate vulnerabilities to attacks, which eventually
forced us to abandon this approach. Unfortunately, all im-
plementations derived from DHT face the problems of data
security and privacy, as well as irresistance to attacks [29].



In general, it is hard to talk about decentralized P2P
databases and data privacy, as their openness is inherent.
They must either be deployed by the same authority, or be
available to the public. Arguably it would be very hard or
impossible to build upon them and achieve a P2P environment
with untrusted, autonomous data providers where metadata is
transferred securely only to the entitled parties.

C. Decentralized AAI

Authentication and Authorization Infrastructure is another
building block that needs to be considered, and must be
compatible with decentralized, P2P architectures.

In the most cases, distributed architectures such as clouds
and grids use certificates to realize the access control. X.509
Public Key Infrastructure (PKI) is a well defined, yet com-
plicated standard, that allows for capability delegation [30]. It
depends on Certificate Authorities (CA) that must be trusted
to ensure security. This is not problematic within a single
organization, but awkward when there cannot be a single
center of authority. There are ways to partly mitigate the
problem, e.g., Web of Trust [31], where security is based on
a network where peers build their trust over time, but still the
solutions are not general ones.

SAML [32] is an open protocol that can be used for
exchanging authentication and authorization between identity
providers and service providers, mostly used for federated lo-
gin using web browsers. It is originally a centralized approach
to identity management, which means that there must be an
agreement between involved parties. Decentralized setup for
authorization between domains can be achieved, but in general
SAML is perceived as complicated and administratively prob-
lematic. A similar standard (and a competition for SAML) is
the OAuth 2.0 authorization framework [33], alongside with
OpenID Connect [34] (for authentication) built upon it. It is a
simpler standard, hence easier to integrate, and better suited to
decentralized environments. It allows to easily share the user
credentials and authorization originating from a single identity
provider between multiple applications.

In 2014, Google proposed a new solution for decentralized
authorization, called Macaroons [35]. Macaroons are light-
weight and flexible bearer-tokens that are cryptographically
secure thanks to the construction based on chained HMAC.
The main difference in comparison to the typical bearer tokens
is the ability to add contextual caveats - restrictions that need to
be met to assert the validity. The caveats can always be added,
but never removed, owing to the chained HMAC signatures.
This is a simple, yet powerful mechanism for authority deleg-
ation. Its flexibility allows to build various mechanisms upon
them, including authentication, revocation and authorization
flow including third party authorization centers. What is more,
since the macaroons are opaque binary tokens when serialized,
they are easy to integrate with any system. They have some
disadvantages, most importantly their security relies strongly
on user awareness that they must remain undisclosed.

To the best of our knowledge, the idea of data access
control allowing for cooperation of autonomous data providers

remains unexplored and cannot be achieved with existing
solutions.

III. PROPOSED SOLUTION

In this section, we discuss the proposed data access control
solution starting from primary assumptions, defining basic
terms and gradually introducing more complicated concepts.

A. Preliminary analysis

Having investigated numerous solutions, we are inclined
to agree with the statement made in [2] saying that trust is
crucial to ensure security in distributed systems, trust relations
must be defined explicitly and actors must be aware of the
consequences of their actions. This is especially true in the
context of data access, where data security has a great import-
ance. With that in mind, we decided that trust should be put
at the foundations of our solution. However, rather than using
reputation-based trust models that require quantifying the trust
and introduce certain limitations, we adopt the credential-
based trust model, in a form tailored to requirements regarding
metadata handling and AAI. This way, we eliminate uncer-
tainty and ensure security, given that the actors are aware of the
consequences of their actions. We express existing statements
of trust on the level of system metadata - they are initialized by
creating relationships between actors (e.g. joining a dataset),
and valid till revoked. Trust statements can express limited
trust using privileges and access control lists. For instance,
limited trust is enforced when a user grants somebody read-
only access to a certain data set. Existing trust statements,
expressed in metadata, are used by AAI components to make
access control decisions.

During our early conceptual work, we have made several
observations and assumptions regarding the architecture. Most
importantly, it was concluded that the data providers should
not create a fully connected P2P network. Firstly, given that
there can be hundreds or thousands of them, the overheads
of maintaining global knowledge would be impairing their
performance. Secondly, synchronizing metadata changes and
keeping consistency on such scale would be extremely hard,
not to mention the issue of reaching a consensus which
providers are entitled to modify certain environment metadata.
Ideally, the network should contain sparse links between data
providers, where cooperation is actually required. This would
minimize the cost of metadata synchronization, especially
because a lot of use cases in data access do not cross the
premises of a single data center. Consequently, the metadata
synchronization should be performed on-demand, as opposed
to creating a global knowledge network.

B. Basic terms

The aim of our work is to build the solution upon existing
data providers, hence we begin with a generalized view on
how they operate and what the related concepts are. Typically,
data providers can be defined as institutions that offer storage
resources to clients, for instance, a university that offers
computational grants with corresponding storage space to the



scientists working there. Every data provider has a number
of users that can be organized into groups. The users and the
groups have certain privileges in the system, some of which are
access rights to data collections, which are held on underlying
storage systems (see Fig. 2). The knowledge about these
entities, relations between them and corresponding privileges
are stored in system metadata, handled by the data provider. It
manages the identities of users and serves as an authorization
center in access to the data collections (AAI). The users
entrust the provider with their data, and the data provider
expresses its trust in the form of grants. Data providers can
be either autonomous – independent of any superior authority,
or organized with other providers into a grid, federation or
similar structure.

AAI

DATA CENTER

Figure 2. Exemplary data provider setup

C. Provider scope

The most basic component in our solution is the Provider
service, deployed in every data provider. It integrates with
existing storage systems and manages datasets located there.
Provider enforces data access control based on knowledge
about the environment, acquired using metadata synchroniza-
tion protocol (described later in this section).

D. Zone scope

We introduce the idea of Zone service, which gathers a
number of Providers into a group for tighter cooperation.
Each Provider can choose one Zone and join it by performing
registration. Within each Zone, the users are able to operate in
different data providers, and their groups and data collections
are shared across Zone, as depicted in Fig. 3. Note that despite
being subject to the same Zone, the data providers do not have
to trust each other. When users and providers register in a
Zone, they are assigned a unique identity, which is carried by
all their requests and is used by the Zone to identify and verify
the requesting party.

The Zone service has several responsibilities, as outlined
below.

1) Metadata synchronization authority: Zone aggregates
the system metadata from underlying providers. Every piece of
metadata can only be created, updated or deleted in the Zone,
thus every such operation must be delegated to it. Users create

ZONE

trus
t

tr
us

t trust

Figure 3. Zone scope: the metadata of users, groups and datasets operating
in underlying data providers is managed by the Zone service

their groups and datasets using the Zone service and invite
other users to them. In order to get physical space assigned to
a dataset, the users can ask data providers for support, i.e. for
granting certain space on their storage systems for the dataset.
This knowledge expressed in metadata is used by the Zone to
authorize requests in the system. Providers use our original
synchronization protocol based on publish-subscribe to fetch
the required metadata of users, groups and datasets from the
Zone and stay informed about any changes. The metadata
is cached by the providers to ensure low access time. Each
provider is entitled only to the metadata related to the users
operating in it.

2) Trusted authority: Zone is a central authority and must
be trusted by all subject users and providers to ensure security.
Other trust relations are established by means of explicit and
implicit statements between actors, which are overseen by the
Zone. The following trust statements are defined:

• user towards Zone - implicit when creating an account,
• Zone towards user - administrators can regulate what

users can create accounts, for example by integrating with
third party identity management systems,

• Provider towards Zone - implicit when registering,
• Zone towards Provider - administrators can restrict what

providers are allowed to register,
• user towards Provider - implicit when asking for support

of their datasets,
• Provider towards user - Provider grants support for

trusted users,
• between users - implicit when inviting each other for

cooperation and joining common groups or datasets.
The above statements are reflected in the system metadata

by means of memberships and privileges. This way, for
instance, a data provider can learn if requesting client has
required privileges to modify a data set and to which provider
the request should be proxied in case the data set is not locally
supported.

3) Mediator in inter-provider communication: Providers do
not trust each other, but because they trust their Zone, they
can use it for mediation. Zone has the required knowledge
to verify providers and validate requests that are passed
between them. Providers depend on the Zone during all inter-
provider communication, and positive verifications are cached
to minimize the load of the Zone.



4) Authentication and authorization center: Zone manages
the identities of users and Providers, issues authorization
proofs and handles authority delegation. Some operations
(direct or delegated) are implicit trust statements that affect
data access control decisions. For example, when a user invites
another user to a shared data set, his trust towards him is
assumed, the joining user is added to the members of the
dataset and he can use the dataset (until the membership is
revoked).

5) Reflecting existing hierarchies: Depending on the use
case, a Zone can be employed to reflect existing multi-
provider organizations, such as federations or grids, or to serve
multiple autonomous providers that chose to trust it. In case
of a data provider that does not trust any existing Zone, the
administrators can deploy their own Zone service alongside the
Provider service. This way they gain full control over identity
and authorization management and retain the structures of an
unfederated data provider. It can still cooperate with other
institutions, as explained in section III-D5.

The concepts of Provider and Zone services have been
already partially discussed in our past works: [28], [36]–[38].
In this paper, we further extend their responsibilities to allow
for cross-zone collaboration.

E. Global scope - cooperation between Zones

To enable global, unrestricted and unified data access, we
propose an open network of Zones that communicate in a
P2P manner. This way we achieve a decentralized architecture
with many Zones – local centers with equal rank – see Fig.
4. The administrators of each Zone can choose the extent of
cooperation with outside world.

A B

C

Figure 4. Global scope: open (A), restricted (B) and isolated (C) Zones

1) Open (A): - in this mode, Zone will accept communic-
ation from any other Zone, and delegate operations to other
Zones whenever requested.

2) Restricted (B): - the administrators can specify which
Zones are white-listed and communication with the outside
world will be restricted only to those. This includes both
incoming requests and delegated requests originating from the
scope of Zone.

3) Isolated (C): - such Zone is completely disconnected
from the collaboration network. It still offers all functional-
ities within a single Zone, allowing cooperation between its
Providers.

At any time, Zone can be reconfigured to another mode.

F. Trust in global scope
Beside the trust statements discussed within zone scope

(section III-D), we define the following:
1) Trust between zones: It is implied by the operation mode

of each Zone. The trust is always limited - all communication
is subject to AAI and only entitled actors (those that present
proper authorization) will be able to learn metadata from the
Zone or to perform operations.

2) User trust outside their zone: Users can operate outside
their native Zone, choosing to sign in into different Zones and
ask foreign data providers for support of their data collections,
which is perceived as a trust statement. If user’s native Zone
allows cooperation with the Zone from where such request
originated, it will be accepted and processed.

3) Cross-zone trust between providers: In the same way
as Providers within a single Zone trust it to mediate in inter-
provider communication, they can reach outside of their Zone.
Both sides of such communication contact their Zones to
verify the authenticity and authorization of requests, and upon
positive result, the communication is facilitated. Again, the
decision is subject to cooperation policies in the Zones.

4) Trust between users: Users can engage in cooperation
with other trusted users forming groups and datasets across
Zones, as long as cooperation policies allow it.

G. AAI and authority delegation in global scope
Every action in the system is accompanied by authorization

proof. Authorization proofs are expressed in a form of bearer-
tokens using the macaroons technology [35].

Authorization macaroons are issued by user’s native Zone,
and can only be verified by the issuer. They are cryptograph-
ically ensured against tampering, and offer the functionality
of contextual confinements. This means that an existing ma-
caroon can always be confined by adding constraints such
as lifespan, subject data collection or which data provider is
entitled to delegated rights. However, existing confinements
cannot be lifted thanks to chained HMAC cryptography [39] .
By employing these techniques we offer users the possibility to
freely and safely delegate various operation across the system,
reaching beyond data provider or even Zone scope. Naturally,
the users need to be aware of possible consequences and trust
the parties to whom they delegate their authorization. Every
delegated operation must be validated by the issuing Zone,
which requires that Zones contact each other in the process.
Macaroons with confined lifespan are cached on data provider
or Zone level upon successful verification so that repetitive
operations can be verified more quickly.

The users can log in to foreign Zones using their credentials
from native Zone by means of a protocol such as OpenID
Connect. This enables unified identity management across the
system, allowing the users to access all services with a single
account. During the login process, the users are advised of
security considerations and asked for consent to release their
metadata to a foreign Zone. User accounts can be merged by
linking or accounts in different Identity Providers.



H. Discovery induced by users

Our vision assumes that any information flow across the
global network can be induced only by the users. This ap-
proach corresponds with the fact that demand for global data
access systems is created solely by the needs of scientists and
users of data centers.

In our approach, discovery is tightly interconnected with
the AAI based on macaroons and existing trust statements.
The macaroon structure allows to incorporate location into
each token, which we embrace to insert the identifier of
issuing Zone. We have chosen to use Zone domain as its
identifier, which ensures easy discovery (DNS) and verifiab-
ility (HTTPS). This simple measure guarantees that even if
a completely unknown user from beyond the Zone comes,
his identity and authorization can be traced down to his
native Zone and the required metadata can be gathered upon
successful verification. Then, the metadata is analysed for
existing trust statements, validated against local configuration
regarding trusted parties and only then the requested operation
can be completed.

The proposed model of user-induced, on-demand discovery
has a great advantage that there is no need for a global
metadata repository. Each Zone starts with knowledge limited
to its scope and, as needed, sparse links are created between
Zones to serve those users that are willing to step outside their
Zone. This greatly reduces the amount of required metadata
synchronization between Zones, eliminates central points and
increases the security of sensitive information (as it does not
need to be globally available). The network is open, but its
members are virtually never aware of its entire extent.

I. Metadata synchronization in global scope

When the global scope is considered, Zones create a network
of P2P metadata centers. When one of the Zones is entrusted
with authorization by a user from the outside, it asks the
user’s native Zone for his metadata. The native Zone verifies
the authorization and, upon successful verification, releases
the metadata. The Zones remain in the same client-server
relation as the relation between a Provider and its Zone during
metadata synchronization. Foreign Zone fetches the metadata
and it is informed of any changes by means of publish-
subscribe protocol. If the user issues any request to modify his
metadata in the foreign Zone, the operation is delegated to his
native Zone and processed there. When the user operates in a
data provider subject to the foreign Zone, the provider fetches
his metadata from the foreign Zone, which keeps a cached
copy of original metadata from the native Zone. The pro-
cess effectively creates a chain of publish-subscribe relations,
where changes are propagated throughout the system, ensuring
consistency. When the user finishes his work within the foreign
Zone, the cached metadata is invalidated and the subscription
is canceled, limiting the amount of data flow between Zones.

The proposed metadata synchronization protocol is, within
any scope, eventually consistent. Each Zone keeps strong con-
sistency of metadata and uses transactions within its database.
When any modification is successfully performed, an update is

published to every interested party (providers or other Zones)
via the publish-subscribe channel. The times of propagation
are a matter of seconds in an average environment. This is
acceptable, considering the fact that the metadata does not
change very often and slight delays in reflecting it on remote
providers do not have serious consequences. For example, it
might take 10 seconds from the moment when a user grants
access to his data collection to another user until he can
read it in a remote provider. Moreover, keeping the metadata
strongly consistent across such global environment would
cause immense performance overheads, was it even possible
to achieve.

IV. DISCUSSION

The novelty of proposed solution lies in employing several
mechanisms that operate in synergy to create comprehensive
data access control solution. It is one of the steps needed to
achieve global data access across many independent institu-
tions, but a lot of work is still to be done.

A. Readdressing the use case

To better depict how all the components complete each other
and how our solution can solve challenges in data access, we
will now revisit the scenario with Alice and Bob (see Fig.
5 for reference). Suppose that Alice has created a dataset
A designated for their research project (0). She can generate
an invitation token to the dataset in her Zone (1). The token
allows its bearer to join the data space. She passes the token
to Bob (2) in any preferred way (e.g. email). Bob can now
use the token in his Zone to join an existing dataset (3).
Bob’s Zone discovers that the token was issued somewhere
else, and learn the domain of another Zone imprinted in the
macaroon token (4). The possibility of cross-zone cooperation
is checked based on local administrative settings. If Bob’s
Zone operates in open mode or trusts the other Zone, the
request is delegated alongside with the token (5). Alice’s
Zone verifies the token as the issuer, and given that Bob’s
Zone is allowed for cooperation, accepts Bob as a new user
of the dataset (6). In the process, Zones learn the required
metadata from each other (about the users and the dataset)
using the metadata synchronization protocol (7), but no other
metadata is shared. Upon requests to access the dataset, the
providers fetch the required metadata from their Zones to
make low-level, file access decisions (8). The dataset is now
effectively shared (9). For instance, Bob asks his provider to
serve him one of the files of the dataset. The provider checks
his membership and privileges in the dataset and delegates the
request to the provider responsible for the dataset alongside
with delegated authorization from Bob. The other provider
performs the verification locally, learns that Bob is entitled
to access the dataset, checks the low-level file permissions or
ACL’s on the storage set by Alice and serves the file upon
success. This is the case of remote file access, where the files
are not physically kept at Bob’s provider.

Furthermore, Alice and Bob can log in to the other Zones
via OpenID Connect protocol, using the credentials from
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their native Zone, and work in underlying providers. Bob can
also ask his provider for support of the dataset, and upon
acceptance, the providers will begin synchronizing the file
metadata (using protocols that are outside the scope of this
paper – see [37]). From that point on, the data is replicated
on-the-fly and changes are propagated between providers, so
that Alice and Bob achieve unified, direct access to the dataset
regardless of which provider they use.

This use case covers all the aspects that we have identified
before, i.e.: identification, trust, medatada synchronization and
discovery, decentralized AAI and authority delegation.

In the Fig. 5, it is also shown how different actions depend
on trust between certain entities. The trust is in fact initiating
and driving all the authorization flow and ensuring that it is
secure, as long as decisions are made consciously. It is visible
in actions {4,5,6,7,9}, where authority delegated from Alice to
Bob is used to perform a request and causes a chain of limited
trust between system components. In other words: if Zone
A trusts Alice, and she entrusts Bob with her authorization,
then Zone A trusts Bob to the extent carried by the delegated
authorization (in this case, access to dataset A). The same
applies for inter-provider communication.

B. Validation against requirements
Our solution satisfies all the requirements and constraints

that we were able to identify, concerning the data access
control for a global data access system, namely:

1) effective data access: our decentralized metadata syn-
chronization protocol allows to effectively exchange inform-
ation required to handle data collections distributed between
data providers,

2) cross-border collaboration: authority delegation and co-
operation of Zones create a global, borderless environment,

3) data sharing: all operations in the system are accompan-
ied by authorization (security), which can be easily delegated
(user-friendliness),

4) openness: lies at the foundations of proposed decentral-
ized architecture,

5) security: trust statements between actors and limited
access to metadata allow to create a secure data access
environment,

6) autonomy of data providers: can be easily retained and
the is no single superior authority that needs to be trusted,

7) inherent lack of trust: between data providers does
not eliminate the possibility of cooperation thanks to Zones
mediation,

8) existing hierarchies: federations, grids and similar
structures can be reflected by Zones - it is customary on what
organizational level Zones are employed.

Our roadmap includes an automated test framework for
the presented solution. As the credential-based trust model
is used and all operations have clearly defined dependencies
on trust statements, it is possible to verify the correctness
of the data access control mechanism using automated tests.
Available operations, trust statements, metadata and authority
delegation can be expressed formally and used to define use
cases concerning data access. Such definitions could be used
to automatically create corresponding acceptance tests.

C. Security considerations

1) Zones and providers as web services: The proposed
solution relies on the assumption that all Zones and providers
are web services that own a domain and a TLS certificate
issued on that domain and signed by a trusted CA. If secure
HTTPS connections are ensured like that and there is trust
between certain actors, they can securely communicate and
exchange information. These assumptions do not exceed the
standards that are commonly employed nowadays in data
access (and other web) systems.

Domains are used as identifiers of data providers and Zones
allowing to create the open network upon the World Wide Web
without any additional measures.

2) Security of macaroon tokens: Macaroons have many
desired features for use in a decentralized environment, but



they cannot be perceived as perfectly safe, especially without
full users’ awareness of their power. The cryptography-based
construction of macaroons ensures that they cannot be forged
or tampered with. However, being bearer-tokens, they grant
authorization to whoever possesses them. The threat of stealing
a token or intercepting it somehow by a third party cannot be
eliminated, so countermeasures must be taken to reduce the
consequences as much as possible. We propose that limited
lifespan constraint is used universally, which gives the poten-
tial attackers a short time window to act. The lifespan must be
adjusted to specific types of requests, as it is a compromise
between security and performance. The shortest macaroons,
used for sensitive operations, should have a lifespan of seconds
or minutes (e.g. federated user login between Zones), while
some can be valid for days (e.g. granting read-only access to
a data set). Other context limitations (caveats) are employed
to confine the authority carried by macaroons to a minimum
sufficient for given operation. We are currently working on a
formal model to express relevant caveats, such as:

• certain data provider that is entitled,
• single data collection scope,
• signed-in user with certain id,
• validity for IP address.

Upon operations where conscious token passing is required,
e.g. when inviting to shared data collections, the users must
be advised of security considerations.

3) Possible attacks: The more open and decentralized a sys-
tem is, the more threats must be considered. Apart from those
concerning every web service such as direct breach attempts
or DoS attacks, there are several vulnerabilities potentially
introduced by our architecture that need to be investigated.

Malicious providers can try to join the network in order
to steal sensitive metadata or data collections. As Zones can
have open policies for new providers registration, effectively
anybody can register a new data provider somewhere in the
network. However, such provider will not be able to fetch any
metadata without authorization or contact any other provider
- Zone will deny such attempts unless there is an actual
cooperation scenario where both providers support the same
data collection. The only way to extract information from the
system is if any user decides to trust the malicious provider
and passes his authorization to it. In this case, the provider will
be able to fetch metadata and files according to the constraints
in the authorization (e.g. from a single data collection). This
can be an incentive for malicious attackers to try trickery or
social engineering on users. In the worst case, the malicious
provider could use delegated user authorization that it acquired
to destroy the data set. However, similar threats exist in
any other data access system – the users need to be aware
whom they trust and whom they authorize to handle their
data. To minimize the risks of malicious attacks, a series o
countermeasures can be undertaken, such as strict provider
registration policies, macaroons with short lifespan and limited
authorization or proper education of users.

Malicious Zones can be easily set up without nothing more
that a domain and certificate. Attackers can potentially contact

other Zones that have open cooperation policies. But again,
without forcing an explicit trust statement from one of the
users or providers in a remote Zone, they will not be able to
extract any information.

D. Implementation in Onedata

The presented solution is being implemented in Onedata - a
global data access system developed in the frame of Polish and
European scientific grants, aiming to provide storage solutions
for modern science. Currently, the following functionalities are
implemented:

• Zone service, called Onezone,
• data provider service, called Oneprovider,
• cooperation within Zone scope,
• metadata synchronization protocol,
• AAI based on macaroons.
In our previous works [28], [36]–[38], we describe other

conceptual problems that we are facing during design and
implementation. Currently, the Onedata system allows for
unified data access within one Zone and we are striving to
achieve cross-zone collaboration in the upcoming future.

E. Limitations

Our approach has several shortcomings that should be
considered. First of them is the previously discussed eventual
consistency of the metadata synchronization protocol – hence
it is unfit for certain applications, especially for smaller-scale
deployments where strict consistency is required. Secondly,
the provider and Zone services are realized using complicated
software that must be deployed and maintained. They require
certain administrative effort to achieve smooth cooperation
between data providers. Nonetheless, the effort is minimized
as much as possible and proven feasible in production deploy-
ments.

V. CONCLUSIONS AND FUTURE WORK

In this paper, we have identified the requirements of data
access control dedicated for global data access systems and
proposed a comprehensive solution to satisfy those require-
ments. It is composed of several intertwined mechanisms
that complement each other: a hybrid P2P architecture com-
posed of cooperating Zones, decentralized AAI based on
macaroons, metadata synchronization protocol following the
publish-subscribe paradigm, a set of well defined statements
expressing trust between actors and global discovery supported
by the unified identity management.

The presented approach has been discussed using real-life
use cases and an investigation of security considerations. We
believe that it can be successfully used as a building block
of a global data access system. Its viability is being actively
verified by implementation in Onedata. Limited functionalities
are already in place and have been proven to be feasible.

While we advocate the completeness of this solution, there
are still many paths of further refinement and additional fea-
tures that we plan to explore in the near future, beginning with
the automated test framework. Some of the challenges include



the possibility to migrate the ownership of certain metadata
between Zones or to modify Zone domains (which are used
as identifiers) seamlessly without breaking the metadata con-
sistency. We also plan to investigate the idea of other Zones
temporarily taking over the authority over metadata in case of
native Zone failure to keep the High Availability of the system.
Finally, another fine addition would be a trust management
system allowing to calculate reputation of data providers and
Zones to suggest users which one to choose.
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